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Examining different artificial intelligence models’ ability to pass Certificate of Theory in Accountancy-level tax questions
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Abstract

As Artificial Intelligence (AI) models become more sophisticated and entrenched in accountancy professions, this raises questions about their ability to outperform humans. This article is one of the first to examine the ability of five different AI models to pass professional tax examinations.

Contribution: This article provides evidence about AI’s current ability to support or replace tax practitioners. It provides a baseline to track the progress of different AI models as they evolve. Only Grok passed, while ChatGPT, Claude, CoPilot, and Gemini failed. Notably, the AI models provided persuasive answers despite being incorrect, negating their ability to replace tax practitioners.
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Introduction

Artificial intelligence (AI) is rapidly becoming commonplace in our lives. As part of this, different professions are grappling with the extent to which AI supports or replaces tasks historically carried out by their professionals. The accounting profession is no different, and a key area of professional advice stems from the tax practitioner community. Tax practitioners are often a necessity for businesses and individuals alike because of the complexity and constantly changing nature of tax. It is currently unclear to what extent different AI models can support or replace tax practitioners. This article addresses this gap by evaluating different AI models’ ability to cope with tax queries through a qualitative analysis.

Tax examination questions written by final-year Certificate of Theory in Accountancy (CTA) students studying for their Chartered Accountant (South Africa) (CA[SA]) designation were given to five different AI models. Chartered Accountant (South Africa) is a designation conferred by the South African Institute of Chartered Accountants (SAICA). The SAICA is regularly lauded as the number one chartered accountant institute in the world (SAICA 2023). Students who seek to become SAICA members need to complete an approved undergraduate degree and a postgraduate degree (commonly referred to as CTA) (Van Wyk 2011). As part of this, they need to complete advanced taxation studies to complete their CTA. The CTA examinations do not have any multiple-choice questions (MCQs) or true or false questions, as they focus on detailed calculations and interpretive-essay-type questions. This is to simulate what work one would perform as a tax practitioner.

To be a tax practitioner in South Africa, one must belong to a professional body that is a recognised controlling body by the South African Revenue Service (SARS 2024). The SAICA is one such body. As a result, there is an important link between tax practitioners and their education and one would expect that tax practitioners are able to appropriately handle CTA tax questions. Tax practitioners support businesses and natural persons in ensuring that they comply with tax laws and regulations. Any tax practitioner would also need to comply with relevant levels of knowledge and due care as per the professional requirements of their recognised controlling bodies.1 This article asks the question: Can current AI models reliably provide tax advice at the level expected of professional tax practitioners?

This article makes multiple important contributions. Firstly, the article evaluates how well different AI models are able to pass a real-world tax examination that requires different skill sets in comparison to students studying to become CA(SA)s. Secondly, the article sets an important benchmark that can be used in the future to evaluate the progress of AI models in providing tax-related business advice. Finally, the article provides important insights from running the experiment and builds on the limited non-United States (US) research evaluating AI’s ability to support and/or replace accounting professionals.

Literature review

Artificial intelligence models

Large language models (LLMs) are designed to simulate conversations, with users entering natural-language prompts and questions to receive human-like responses (Borger et al. 2023; Teubner et al. 2023). However, the response is not generated by a free-thinking human. It is generated using the probabilities and patterns inherent in the data used to train the respective AI models, reflecting the importance and impact of the training data provided. Different models use different approaches. For example, some focus on large quantities of unspecified data and often use the internet as a primary source (Roberts, Baker & Andrew 2024). Others may follow a more focused strategy and selectively feed it information that facilitates its knowledge base in a particular field, discipline, or function. Regardless of the strategy, extensive neural networks act as a system for working through and making sense of the training data (Borger et al. 2023; Roberts et al. 2024).

An AI model’s training will dictate its strengths and weaknesses. Artificial intelligence models trained in specific tasks will be better at those tasks. This comes at the expense of handling more general, perhaps conversational tasks. Other models are trained on a wide variety of information from different disciplines and functions. These models may perform better in what is known as zero-shot performance. This refers to an AI model’s ability to be given an entirely new task in which it has not been specifically trained (Eulerich et al. 2024).

Considering the models used in this article, ChatGPT, being trained on OpenAI’s proprietary data and web data, is considered more of a conversational AI well-suited for content creation. Gemini, being trained on Google-scale datasets (text, images, audio, video), appears to be aimed towards multimedia content creation, cross-modal analysis, and multimodal AI tasks. Claude, trained in public web content, open-source code, documentation, and books, is suitable for programming, in-depth scientific studies and lengthy essays. Copilot, trained on a vast amount of code from public repositories, is useful for generating efficient solutions to algorithmic problems (Jabbar, Ul Islam & Boudjadar 2025). Grok, trained on X.com (formerly Twitter) data, is suited to analysing trends and interactions on social networks (De Carvalho Souza & Weigang 2024).

Artificial intelligence models suffer from four key concerns. Firstly, the extent to which AI models hallucinate is considered. When AI models provide an answer despite lacking the requisite knowledge and capabilities to form one, the output may be a hallucination. This is a difficult area, as there is a trade-off. On the one hand, allowing AI models to be creative enhances their ability to solve problems in new ways, thereby leveraging the benefits AI can offer. On the other hand, creativity increases the likelihood that AI models will provide false answers, with no indication to the user that the response may be a hallucination or its degree of uncertainty or confidence in its answer (Dahl et al. 2024).

Secondly, AI models typically lack the ability to discern truth from untruth and bias (Roberts et al. 2024). The training material given to a model is, consequently, a significant factor in determining the credibility and potential bias of the AI model’s output. Using general internet data as training material may, accordingly, have negative implications for a model’s ability to provide credible and reliable solutions to queries in, for example, highly regulated disciplines. Thirdly, Roberts et al. (2024) also raised the idea of AI models being ‘overconfident’. Said differently, AI models may want to provide you with an answer, whether or not they can do so. This may result in hallucination to satisfy the user’s request. Finally, Borger et al. (2023) and Roberts et al. (2024) raise important concerns about an AI model’s likelihood of reinforcing stereotypes, especially when trained on biased data and biased users accept these outputs.

Research on the use of artificial intelligence models to answer assessments

There is limited research into AI models’ ability to answer formal assessments. Many focus only on MCQs or on a single AI model, leaving two major gaps: Firstly, AI’s ability to address essay and discipline-specific assessments and secondly, there is no comparison of different AI models’ ability to handle the same assessments that evaluate different types of assessment components.

In one of the first articles to consider the efficacy of AI in answering accounting assessment questions, Bommarito et al. (2023) evaluated the performance of OpenAI’s earlier versions of ChatGPT and Text-davinci-003 on the uniform CPA examination written in the US. Text-davinci-003 achieved a correct rate of 14.4% on Regulation examination questions, underperforming human capabilities on quantitative reasoning in zero-shot prompts. The model achieved human-level performance in remembering, understanding, and application, answering 57.6% of questions correctly. ChatGPT 3 outperformed the text-davinci models.

Wood et al. (2023), also with a US focus, evaluated ChatGPT 3’s performance on accounting questions in comparison to students’ performance. ChatGPT achieved an average of 56.5% with partial credit2, significantly underperforming in comparison to students’ average score of 76.7%. ChatGPT performed better on true or false (68.7%) and MCQs (59.5%) but struggled with calculation (28.7%) and short-answer questions (39.1%). ChatGPT performed relatively well in accounting information systems and auditing assessments but had lower accuracy in taxation, financial, and managerial accounting questions. Higher-order learning questions posed a challenge to ChatGPT. Notably, ‘ChatGPT struggled to handle long, written questions with multiple parts, even when allowing for “carry over” mistakes’ (Wood et al. 2023:15). ChatGPT often ‘made up’ facts and provided descriptive explanations for its answers, even if incorrect, which can easily, but incorrectly, convince AI users of AI’s correctness.

Atanasovski et al. (2023) explored the effectiveness of ChatGPT 3.5 in answering examination questions in accounting and auditing in North Macedonia. The research involved 11 subject examinations with a total of 401 questions. ChatGPT 3.5 successfully passed 8 out of the 11 subjects, achieving a pass rate of 73%. For true or false questions, ChatGPT had a 65% correct response rate. For MCQs with a single correct answer, ChatGPT 3.5 achieved a 72% correct response rate, while for MCQs with multiple correct answers, ChatGPT 3.5 only achieved a 48% correct response rate. This is similar to a study in Portugal where ChatGPT failed to pass the Portuguese Order of Chartered Accountants examination (Albuquerque & Dos Santos 2024). In open-ended short questions, a strong performance was demonstrated with a 78% correct response rate. However, for essay questions, ChatGPT 3.5 earned a 55% score.

ChatGPT 3.5 excelled in subjects such as Principles of Accounting, Auditing, and Internal Auditing but struggled with Management Accounting II, Governmental Accounting, and International Accounting. The study concludes that while ChatGPT is proficient in qualitative questions and simpler MCQs, it faces challenges with quantitative calculations, complex MCQs and essay questions (Atanasovski et al. 2023). Given the nature of the CTA examination as discussed in the introduction, one would expect ChatGPT to struggle with passing.

Later, Eulerich et al. (2024) examined ChatGPT’s performance in the US CPA and other accounting certification examination (CMA, CIA, EA). They find that ChatGPT 3.5 scored an average of 53.1% across all examinations, failing to pass any3. However, ChatGPT 4 improved its scores by 16.5% after 10-shot training4; it achieved an average score of 85.1%, passing all the areas. Their work concurs with that of Bommarito et al. (2023), evidencing that more recent versions of ChatGPT perform better than their older counterparts. However, zero-shot attempts still showed issues with passing examinations.

Following a legal perspective, Katz et al. (2024) found that ChatGPT 4 substantially outperformed human students and previous ChatGPT models in the US Bar examinations. ChatGPT achieves roughly 297 points, well above the passing threshold for all universal Bar jurisdictions. On the multistate Bar examination, which consists solely of MCQs, ChatGPT 4 achieves a 75.7% accuracy rate, outperforming the average human test-taker by more than 7% and demonstrating a 26% increase over previous ChatGPT versions. On the multistate essay examination, ChatGPT 4 scored 4.2 out of 6 points, with ChatGPT 3 scoring 3 out of 6 points. A passing grade is considered 4 out of 6 points, which indicates that ChatGPT 4 was able to marginally pass the multistate essay examination. The decrease in its score from the MCQs is noticeable, indicating once more that essay- and discussion-type questions prove more challenging for the AI model.

Cheng et al. (2024) explored the capabilities of ChatGPT 3.5 and 4 to answer educational accounting cases in the US. They found that ChatGPT 4 performs better than ChatGPT 3.5, especially in tasks requiring explanation, application of rules, and ethical evaluation. However, both ChatGPT 3.5 and ChatGPT 4 struggled with tasks requiring financial statement creation, journal entries, or software use. As indicated in the previous studies, much of the research has been centred in the US (Bommarito et al. 2023; Eulerich et al. 2023; Katz et al. 2024; Wood et al. 2023).

Pinto et al. (2024) compare and contrast different AI models. They evaluate the performance of ChatGPT 3.5, ChatGPT 4, and Gemini in the Portuguese Chartered Accountant Examination. This examination consists solely of MCQs. With an average accuracy for tax questions of 48%, ChatGPT 4 outperformed Gemini (38%) and ChatGPT 3.5 (36%). All these models failed, reinforcing the findings of Albuquerque and Dos Santos (2024), who found that ChatGPT struggled with tax questions where judgement was required. The AI models struggled most with management and financial accounting questions, but performed better in taxation and ethics. Interestingly, this result in respect of taxation is contrary to Wood et al. (2023). In further contrast, the USA’s tax system (22nd most complex out of 64 countries) is regarded as being less complex than that of Portugal (17th most complex out of 64 countries) (Tax Complexity Index 2022). Consequently, one would expect the AI models to perform better in the US than in Portugal. However, the Portuguese examination, consisting only of MCQs (Albuquerque & Dos Santos 2024; Pinto et al. 2024), demonstrates, again, that ChatGPT performed better in the MCQs compared to the written question considered by Wood et al. (2023). As the South African CTA tax examinations do not include any MCQs, it is expected that these models will struggle with the written and complex calculations required. These studies clearly demonstrate that, while AI models show potential, they are not yet capable of consistently passing rigorous professional examinations without further training and improvement.

Most existing studies have focused on MCQ questions or assessments that include both essays and MCQs. The South African approach to CTA tax is very different, with no MCQs used at all. Instead, higher-order thinking and critical evaluation skills via complex calculation and application-type questions are used. Accordingly, this article contributes to the existing literature and evaluates different AI models’ ability to handle different types of questions. How this was achieved is discussed next.

Method

The article takes an exploratory descriptive empirical research approach to assessing the tax capabilities of the AI models. The article posed one discussion theory-based tax question and one numerical tax question to five different AI models. The purpose was to assess their ability to pass a final-year exit-level examination at a SAICA-accredited South African university with a zero-shot prompt. Because of the lengthy limitations of most free AI models (AI for Education 2025), the paid versions of ChatGPT 4, Claude, Copilot, Gemini, and Grok were used. This also ensures that the AI models provide their best possible answers to examination questions. In addition, the latest AI models as of June 2025 were used. The article did not opt to use older models that have been assessed in prior articles, as the purpose is not to assess any particular version but rather the latest and best AI capabilities at present.

The only prompts given to each AI were the purpose of the study, the scenario, and the two tasks required to be completed (as given to 2024 students). The question paper with the scenario information and the Table 1 tasks was uploaded to each AI model. There was no attempt to alter or amend the information or tasks to possibly assist readability by the AI models. This is a first zero-shot look at the ability of the AI models to respond to these tax questions with no training or prior preparation, to better simulate how one may use an AI model to replace a tax practitioner.
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Given the localised nature of the tax examination information and tasks provided (Table 1) and that this was an in-person written examination, along with the fact that this examination was set new and never used previously, it was not considered a risk that any of the data had leaked into the training data used in the AI models. Considering this, no contamination checks were run on the AI models (see Katz et al. 2024).

The same solution as that used for the 2024 students was used, and the same marker of the 2024 students graded each AI model’s answer. This enhances the validity of the comparison between the AI’s marks and the marks of the students. The specific tasks provided to each AI model are detailed in Table 1.

A qualitative approach is taken to assess the quantitative results of the AI models in responding to Table 1 tax tasks. This research approach is consistent with other AI studies in this area (Atanasovski et al. 2023; Bommarito et al. 2023; Eulerich et al. 2023; Wood et al. 2023). As an exploratory study, the aim is not to present a generalisable positivist conclusion, but to provide insight into the real-world ability of AI models to handle tax questions.

Results

Table 2 presents the results. Notably, four of the five models failed overall5, with Grok standing out by passing with 56.52% (and exceeding the next best mark by 17.39% points). As most AI models are LLMs, the intuitive expectation would be that the AI models would perform better in the discussion questions. This was not generally the case and supports the findings of Wood et al. (2023) and Atanasovski et al. (2023). Our results reflect mixed outcomes, with three models performing better in the calculation-style questions and the other two achieving better discussion question results.
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The students’ pass rates of 75.86% and 72.80%, respectively, for the discussion (question 1) and calculation (question 2) questions are high. This suggests that your average entry-level tax practitioner should be able to cope with them relatively easily. Similarly, the students’ average mark for both questions was approximately 63%. Given the intensive training and knowledge required for tax practitioners, as discussed in the introduction, this reinforces that the questions posed to the AI models were reasonable and not so complex as to indicate that only very experienced tax practitioners would be able to cope with them.

In the discussion component, nothing stood out between the AI models’ quality of language and that of the students. Both were fairly professional and on topic. A key insight gained is that where Grok simply supplied its answer, all other AI models sought to convince the reader that their answer was justified and correct, supporting the findings of Wood et al. (2023). The important message this finding sends is that these AI models make it particularly difficult for users to gauge the credibility of their advice and solutions. In contrast, a critical distinction exists in professional practice. While tax practitioners may provide exploratory explanations during initial client consultations, professional conduct codes (as discussed in the introduction) require that formal tax advice (such as tax return positions or formal opinions) only be provided when the practitioner has sufficient knowledge and certainty. Artificial intelligence models do not make this contextual distinction, providing equally persuasive answers regardless of whether they represent exploratory discussion or formal advice. Said differently, it would take an up-to-date expert to determine whether these AI models’ answers are correct, negating their value as providers of tax support and advice.

A noticeable issue between AI models’ responses and those of students is that, typically, students who do not know the answer will have short, if any, solutions provided. Artificial intelligence models provided full solutions, despite the marks clearly indicating that they did not have the requisite knowledge and capabilities to correctly provide solutions. This can be linked to current concerns about AI models’ hallucinations, reducing their value for tasks where correct answers, without any creativity on the AI model’s part, are required (Dahl et al. 2024; Roberts et al. 2024). This may suggest that, should businesses and individuals want AI models that can support or replace tax advice, AI models with limited scope for creativity may be preferable.

The results, in a tax sense, align with Wood et al. (2023) but are contrary to Pinto et al. (2024). This raises the point that the AI models may be able to do better with respect to tax in certain jurisdictions compared with others. South Africa’s tax system is ranked as the 45th most complex out of 64 countries6 (Tax Complexity Index 2022), which is a lower complexity than the tax systems of Portugal (17th most complex out of 64 countries) (Tax Complexity Index 2022) (see Pinto et al. 2024) and the US (22nd most complex out of 64 countries) (Tax Complexity Index 2022) (see Wood et al. 2023). Accordingly, one would have expected the AI models to perform better given the lower SA tax complexity, but this does not seem to be the case, suggesting jurisdiction-specific training data used in the AI models or complexity interpretation issues. Furthermore, Pinto et al. (2024) showed that ChatGPT outperformed Gemini, contrary to this study, which found that Gemini outperforms ChatGPT by 4.35% points. Given the mixed nature of these findings, what is clear is that no AI model can confidently be used to support or replace tax practitioners at present.

Conclusion

Overall, the results, especially in the light of other studies’ findings, point to the fact that AI models are still untrustworthy as far as providing tax support and advice is concerned. They may be useful when used as a type of ‘sounding board’ to facilitate knowledgeable tax practitioners’ own reasoning and decision-making rather than prescribing absolute solutions. But they cannot replace or be used in place of tax practitioners and consultants.

Interestingly, Grok was at least able to pass both questions, indicating that AI has the potential to play a significant role in tax practitioners’ work. Coupled with the rapid advancement of AI (Teubner et al. 2023), this study should be repeated regularly to track the progress of AI models and to provide empirical, comparable observations about the ability of AI models to perform as tax practitioners. This information should inform regulators, universities, and students’ planning so that they stay relevant and efficient while maintaining high standards of tax advice and support.

This article finds that AI models’ persuasiveness and creativity are key risks and areas that require more research. In addition, regulators and universities need to track AI’s performance to design acceptable uses for AI that take advantage of its efficiencies yet protect the integrity of the profession. Research is also required to better understand the impact of different countries’ tax complexity on AI’s capabilities.

This study has some limitations. A sample size of only two tasks was used, and a single marker was used (although it was consistent with who marked the students). The different AI models were used at a specific time, and there may be changes to these over time. As an exploratory study grounded in a South African study, there are limitations to the generalisability of these results.
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Footnotes

1.The SAICA code of Professional Conduct (SAICA 2024) and the South African Institute of Taxation (SAIT) Code of Conduct (SAIT 2025) require professional competence and due care of members.

2.Partial credit means that points are assigned to very close and moderately close answers in MCQ questions, as opposed to only awarding points to a fully correct answer (Schneid, Armour & Brandl 2025).

3.These examinations do not use a 50% pass mark. Rather, they use thresholds for various sections and parts, and the 53.1% does not meet the passing threshold in any section.

4.Ten-shot training means that the model is trained ten times on a small dataset containing only a few examples. The aim is to assist the model in applying what it has learnt to more generalisable, unseen examples.

5.Failed, in a South African university context, refers to where a mark of less than 50% overall was achieved.

6.Where a country ranked 1st represents the most complex tax system.
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TABLE 1: Tasks required to be performed provided to the artificial intelligence
models.

Number Description Marks

1. Refer to the section titled ‘The case of Melusi Gwabe’. 12

You are required to assist O'lerato Gwabe with the
determination of the Estate Duty payable amount in respect of
her late father, Melusi Gwabe.

Using only the information provided in the scenario, draft a list
of questions which you would need to ask O'lerato Gwabe to
accurately and completely assist with completing the Estate
Duty payable calculation. For each question, provide a reason
as to why you are asking that question.

Supporting calculations are not required. References to any
relevant legislation are not required.
2. Refer to the section titled The case of Melusi Gwabe'. 11

Assume that the bank account had a balance of R428 000
invested, the BMW 1-series had a market value of R380 000
and the shares in the unlisted company had a market value of
R240 000 on the date of Melusi’s death.

Furthermore, assume the following:

* The funds in the bank account and the BMW 1-series
were bequeathed to Zinhle Gwabe,

The unlisted company shares were bequeathed to
O'lerato Gwabe,

* All the transfers took place in February 2024.

Calculate the taxable income of the deceased estate of the late
Melusi Gwabe for the 2024 year of assessment.

Provide reasons for nil amounts.
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TABLE 2: Results from the artificial

Al model (in alphabetical order)

intelligence models.

Discussion (question 1) score
achieved (%)

Calculation (question 2) score
achieved (%)

Total for Table 1 tasks (%)

Deviation of the total percentage
from the student average

ChatGPT 4
Claude

Copilot

Gemini

Grok

Student average
Student pass rate

Al, artificial intelligence.

16.67

50.00%
16.67

33.331
50.00

63.06

75.86

27.27F
27.27
18.187
18.18
63.647
62.94
72.80

+ Values show the highest component (discussion or calculation) for each Al model.

21.74
39.13
17.39
26.09
56.52
63.00
7433

-41.26
-23.87
-45.61
-6.91
-6.48





